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Improved quantum processor logical error 
rates via correction and detection
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F. Frachon1, J. P. Gaebler2, T. M. Gatterman2, L. Grans-Samuelsson1, D. Gresh2, D. Hayes2, 
N. Hewitt2, C. Holliman2, C. V. Horst2, J. Johansen2, D. Lucchetti2, Y. Matsuoka2, M. Mills2, 
S. A. Moses2, B. Neyenhuis2, A. Paz1, J. Pino2, P. Siegfried2, A. Sundaram1, D. Tom1, Z. Wang1, 
S. J. Wernli1, M. Zanner1, R. P. Stutz2 & K. M. Svore1 ✉

Performing quantum algorithms for critical problems in physics and chemistry 
requires substantially lower error rates than the physical error rates of present 
quantum computers. Achieving such low logical error rates requires quantum  
error correction1,2 and physical error rates below a critical threshold value3–8. We 
experimentally demonstrate on a trapped-ion quantum charge-coupled device 
(QCCD)9,10 improvements in logical error rates ranging from 11× to 800× compared 
with several physical circuit baselines, including quantum computation on multiple 
qubits. Our results hinge on two quantum error correction code constructions 
optimized for an ion-trap processor: a 12-qubit code encoding two qubits inspired  
by Knill11 and a 16-qubit tesseract colour code encoding four qubits12,13. These 
constructions are combined with a scalable method of error detection and post- 
selection to achieve reduced logical error rates. Our results show that state-of-the-art 
quantum devices are already able to make use of fault tolerance and error correction 
to strongly suppress errors in non-trivial quantum circuit computations.

Present quantum computers are limited in executing complex quantum 
algorithms owing to their physical error rates. To enable algorithms 
beyond the capability of noisy intermediate-scale quantum (NISQ) 
processors14, logical error rates must be much lower than physical 
ones. Quantum error correction enables this by encoding one or more 
logical qubits into many physical qubits and executing the algorithm 
on the logical qubits, but to work, physical error rates must lie below a 
threshold3,5,7 and further physical qubits and operations are required. 
Reaching the break-even threshold, and ultimately substantially reduc-
ing the logical error rate, is a milestone.

We demonstrate on a Quantinuum trapped-ion quantum processor 
fault-tolerant quantum circuits of up to 12 logical qubits with logical 
error rates much lower than those of physical circuit baselines.  
We reduce the error rate of Bell state preparation from 0.8(1)% to 
0.001 %−0.001

+0.015  (an 800× improvement), demonstrate repeated error 
correction with an error rate per round of 0.006 %−0.006

+0.031  compared with 
a physical baseline of 0.31(2)% (a 51× improvement) and reduce the 
error rate for preparing a 12-qubit cat state from 2.4(3)% to 0.11 %−0.08

+0.16  
(a 22× improvement). Also, for the first time to our knowledge, we 
beneficially correct errors mid-computation through repeated syn-
drome extraction, demonstrating the essential ingredient of repeated 
error correction during computation that is required for performing 
large-scale fault-tolerant quantum algorithms. For these results, sum-
marized in Table 1, we design two high-threshold quantum error cor-
rection codes and corresponding fault-tolerant circuits, targeting 
architectures with non-local connectivity and using ion movement 
with dynamical decoupling to minimize memory errors.

The first, derived from Knill’s ground-breaking work11, is based on a 
⟦12, 2, 4⟧ code, the carbon or C12 code, using 12 physical qubits to protect 
two logical qubits to distance four. We use the triplet ⟦n, k, d⟧ to denote 
n qubits protect k logical qubits and undetectable error configurations 
involve at least d faults. Our C12 construction reduces the qubit and 
operation overhead of Knill’s circuits by an order of magnitude, making 
use of recent fault-tolerance techniques15–17 and greatly reduces error 
rates as compared with physical circuit baselines, as summarized in 
Fig. 1. The second is based on a ⟦16, 6, 4⟧ colour code, the tesseract 
code12,13. By sacrificing two logical qubits to create a ⟦16, 4, 4⟧ subsystem 
colour code, we greatly reduce the cost of fault-tolerant error correc-
tion and computation. In particular, the subsystem code admits error 
correction by measuring four-qubit operators instead of eight, which 
improves efficiency and yields the desirable single-shot property. The 
result is markedly reduced logical error rates compared with physical 
circuit baselines, as illustrated in Fig. 2.

Both code constructions judiciously make use of error detection 
and post-selection to reduce the logical error rates. This method of 
detection may be efficiently scaled with concatenation: detected 
errors can be heralded to the next level of encoding and then corrected 
more efficiently than the otherwise unheralded errors. This makes 
post-selection probabilities doubly exponentially small or may elimi-
nate post-selection altogether11,18,19.

Previous experiments have approached below-threshold perfor-
mance20–26, often by showing that the incremental error rate per round 
of error correction decreases as code distance increases. However, 
logical error rates per round have generally remained higher than 
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comparable physical error rate baselines, leaving uncertainty about 
whether quantum error correction can consistently improve hardware 
performance. Operations on several logical qubits have also been dem-
onstrated22,27–33, although these implementations typically apply error 
correction only at the start and end of the computation or relied only 
on error detection. This work demonstrates error correction during 
computation on circuits spanning up to 12 logical qubits, while still 
reducing the logical error rate per round.

Efficient fault-tolerant code designs
Designing a fault-tolerant error correction protocol is essential for 
achieving low logical error rates and enabling deep fault-tolerant com-
putation. It requires co-optimizing the circuit construction, decoder 
and physical hardware, accounting for physical qubit connectivity, 
physical operations available and their types and durations of errors. 
We present optimized protocols combining error detection and 
post-selection to achieve below-threshold quantum error correction 
and demonstrate fault-tolerant computation with logical error rates 
that are much lower than corresponding physical error rates. These 
techniques are scalable when combined with concatenation.

All demonstrations are optimized for Quantinuum’s trapped-ion 
QCCD processors9,10. These processors offer state-of-the-art error 
rates of 0.147(9)% for state preparation and measurement, 0.0029(4)% 
for one-qubit gates and 0.157(5)% for two-qubit gates and flexible, 
high-fidelity ion shuttling34,35 for long-range connectivity between 
qubits. This enables exploration of a broader range of fault-tolerant 
protocols than typically feasible for architectures limited to nearest- 
neighbour connectivity.

The C12 code
Knill proposed a fault-tolerance protocol, referred to as C4/C6, with an 
appealing threshold of approximately 3% (ref. 11). However, a challenge 
is that C4/C6 requires a high degree of parallelism and a large num-
ber of qubits. At the lowest level of concatenation, C4/C6 requires 120 
qubits and as many as 216 entangling operations to prepare a logical 
|00⟩ state11 (the number of qubits depends on the amount of parallel-
ism—we report the number of qubits required to achieve maximum 
parallelism).

We propose an optimization of C4/C6, adapted for a trapped-ion 
QCCD processor, in which long-range interactions are obtained by 
rearrangements of a 1D ion chain9. Owing to the large size of the C4/C6 
circuit, simply reducing parallelism and reusing qubits to fit the avail-
able processor would require qubits to idle for a long time, which may 
harmfully increase dephasing errors during idling and movement9,21  
to the point of amplifying physical errors above threshold. Instead, we 
apply more thorough modifications to C4/C6 state preparation circuits 
to minimize idling, making use of several fault-tolerant circuit construc-
tion techniques developed over the past 20 years15–17.

At its core, our approach avoids costly concatenation of circuits, 
while still making use of the concatenated structure of the codes. We 
directly build state preparation circuits for the ⟦12, 2, 4⟧ code, resulting 

from the concatenation of ⟦4, 2, 2⟧ and ⟦6, 2, 2⟧, or C4 and C6, respec-
tively. We refer to the ⟦12, 2, 4⟧ code as C12, or carbon. The resulting 
circuits, illustrated in Fig. 3a, require only 19 qubits and 39 entangling 
operations to prepare the |00⟩ state, a fraction of the original cost.

C4/C6 uses teleportation through Bell pairs to extract syndrome infor-
mation; we instead use a sequence of two 1-bit teleportations36, using 
fewer qubits at any given instance. As illustrated in Fig. 3b, these circuits 
are closely related by a reordering of operations, but the sequential 1-bit 
teleportations allow earlier qubit reuse. The result is reminiscent of 
Steane’s syndrome extraction37 and similarly allows for logical opera-
tions by modifying the state preparation. However, teleportation con-
fers further advantage by periodically refreshing data qubits, thereby 
limiting the impact of leakage errors.

At scale, only the first level of concatenation of C4/C6 requires modi-
fication to use these optimized circuits, so the same scalability claims 
in ref. 11 apply. The logical operations are unchanged because the code 
structure remains the same (including intra-block entangling opera-
tions implemented through qubit permutations).

Notably, C12 is an even-distance (four) code, so some pairs of errors 
in the circuits can be detected but not corrected simply because they 
share the same syndrome with other inequivalent pairs of errors.  
In C4/C6, this information is used to enable error correction at higher 
levels of concatenation (errors that can only be detected in one level 
of concatenation can be corrected at higher levels of concatenation). 
The probability of such detectable-but-not-correctable errors drops 
doubly exponentially with the level of concatenation just as the prob-
ability of undetected errors, so this does not impede scalability. For a 
finite number of concatenations, such as the experiments described 
here, we cannot rely on such an approach and instead decide how these 
syndromes are handled in the decoder.

We consider two decoding approaches: (1) apply corrections for 
unambiguous syndromes while rejecting experiments with ambiguous 
syndromes in post-selection or (2) apply corrections for syndromes 
corresponding to individual circuit faults while rejecting all syndromes 
corresponding to pairs of circuit faults. We refer to events in which 
experiments are rejected in post-selection as post-rejections, in con-
trast to rejection of experiments during state preparation, which we 
refer to as pre-rejections. Apart from pre-rejection, all syndromes cor-
responding to a single circuit failure are accepted and corrected in 
both decoding strategies. Both strategies fail only in the presence of 
three or more circuit faults (see Methods for details on decoding). In 
our implementation, all pre-rejection and post-rejection happens dur-
ing post-processing of the data (we use mid-circuit measurements to 
extract the syndrome information but do not apply real-time decoding 
of feed-forward or decoder outcomes, as it is not necessary for these 
logical circuits; mid-circuit measurements38 allow ancillae refresh 
and qubit reuse, which is essential given the limited number of avail-
able physical qubits and the relatively deep circuits with many syn-
drome rounds). Most post-rejected syndromes would lead to logical 
failures, precisely because these are syndromes that can be obtained 
by two or more unequivalent physical errors. Thus, the post-rejection 
rate can be taken as a proxy for the logical error rate in the absence 
of post-selection, but this is a suboptimal use of available syndrome 
information. Pre-selection can be made scalable by attempting several 
state preparations in parallel. Post-selection can be made scalable by 
replacing it with heralding of error detection events to higher levels 
of concatenation, which can then correct the detected errors11. Both 
cases incur only a polylogarithmic overhead.

 
The tesseract code
Although C12 performs strongly (see Fig. 1 and discussion below) and 
greatly reduces qubit requirements relative to Knill’s proposal, the abil-
ity to execute logical circuits on many code blocks when constrained 
to a 56-qubit ion-trap processor is still limited.

Table 1 | Repeated error correction experiments

Reference Code Logical 
qubits

Physical 
qubits

CNOTs 
per round

Error per 
round

Ryan-Anderson 
et al.21

Steane 1 12 28 1.75(4)%

Putterman 
et al.51

Repetition + 
cat

1 9 40 8.25(15)%

Acharya et al.25 Surface 1 101 1,176 0.99(2)%

This work Carbon 2 31 98 0.006 %0.006
0.031

−
+

This work Tesseract 4 18 64 0.02 %0.01
0.04

−
+
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We address this limitation by considering the ⟦16, 6, 4⟧ tesseract 
code, a self-dual colour code39 on the 4D hypercube, encoding into 16 
physical qubits six logical qubits protected to distance four (Fig. 4a). 
This code has been studied previously with a fault-tolerance scheme 
requiring weight-eight measurements12,13. The main difference we 
consider is to sacrifice two encoded qubits, not using them to store 
data—these are called gauge qubits in the literature40,41. This approach 
provides greater flexibility in designing syndrome extraction circuits or 
logical operations, as we are free to perturb the state of gauge qubits, 
or occasionally use them for temporary storage. We call the result-
ing ⟦16, 4, 4⟧ code the tesseract subsystem code (see Supplementary 
Information for details).

The advantage of sacrificing two encoded qubits is not hard to see. 
Consider the code presentation in Fig. 4b. Notice that X⊗4 along any 
row of the grid is a representative of encoded X1. The product of any 
two X⊗4 rows is a stabilizer. Similarly, X⊗4 along any column is a repre-
sentative of encoded X2. The product of any two columns gives a sta-
bilizer. Thus measuring the first two logical qubits, using weight-four 
measurements, is enough to determine the syndromes for all X sta-
bilizers, enabling Z error correction. Weight-four measurements are 
much easier to make fault tolerantly to distance four than weight-eight 
measurements13,42. Moreover, it is fault tolerant to measure the four 
rows in parallel followed by the columns in parallel; error correction 
is ‘single shot’12.

Even better, when measuring X⊗4 across a row (logical X1), we can 
simultaneously measure Z⊗4 across the same row (logical Z2). As shown 

in Fig. 5, X⊗4 and Z⊗4 can be efficiently and fault-tolerantly measured in 
parallel, with one measurement outcome flagging the other for possible 
correlated errors16,17. Each pair of weight-four measurements takes only 
eight CNOT gates, with two ancilla qubits. We reuse the same two ancilla 
qubits for all measurements on a code block, so one code block uses 
18 physical qubits in hardware. Contrast this with the C12 procedure, in 
which error correction on a single block of 12 qubits required a total of 
31 qubits and two rounds of teleportation.

Finally, the two gauge qubits provide workspace for implementing 
targeted operations, such as H, CNOT or CZ, on any one or two encoded 
qubits within the same or different code blocks. Essentially, these opera-
tions can be implemented by teleporting through the gauge qubits.

Fault-tolerant computation below threshold
Bell states
With fault-tolerant circuits in hand, it is natural to consider a state 
preparation experiment to test their performance. We first test the 
C12 code. We implement a circuit for the fault-tolerant preparation of 
two copies of the maximally entangled Bell pair |00⟩ + |11⟩ across two 
blocks of C12 code. We complete the circuit by measuring X or Z basis 
correlations across the blocks, as these are the measurements imme-
diately available in the C12 code. For the physical baseline experiments, 
we also prepare two Bell pairs and measure the same correlations. In 
the absence of errors, the measurements in each of the bases should 
be perfectly correlated, so any disagreement between outcomes in 
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Fig. 1 | Improvements with the carbon code. a, Repeated error correction 
(green) with the ⟦12, 2, 4⟧ C12 code achieves substantially reduced error rates 
compared with physical baselines such as repeated teleportations (blue) or 
repeated CNOT gates (orange), as detailed in the text. The improvement is 
evident when considering the total accumulated error rates. b, The reduction 
comes at the cost of pre-rejection during state preparation (red squares) and 

post-rejection of detectable but uncorrectable errors (purple circles).  
These costs can be mitigated with further qubits and more advanced control. 
c, Furthermore, the incremental error rate per round is more than an order  
of magnitude lower than that of the physical CNOT baseline and below the 
average physical idle error rate of 0.044(6)% for a pair of qubits in the same 
ion-trap device (dotted line)10.
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the measurement of either Bell pair is counted as an error. In other 
words, we report the probability that the classical output of the circuit 
contains an error.

For the unencoded physical baseline, we observe an error rate of 
0.8(1)%. For the encoded experiments, without post-selecting on the 
measured syndromes (all experiments include pre-selection of state 
preparations), we observe an error rate of 0.17 %−0.06

+0.07 , a 4.7× improve-
ment in error rate. Roughly 5% of the experiments yield a non-trivial 
syndrome and require correction. As described previously, some of 
these syndromes are known to be ambiguous and we made arbitrary 
choices for the associated corrections. Even with this highly suboptimal 
decoder, the C12 protocol demonstrates improvement over the physical 
baseline. If instead we reject all experiments with ambiguous syndromes 
but correct all unambiguous syndromes, we observe no errors in 15,409 
accepted experiments, corresponding to an error rate of 0.001 %−0.001

+0.015  
(see Methods for more details on the statistical analysis). Taking the 
ratio of point estimates, this corresponds to an 800× improvement in 
performance, at the cost of a post-rejection rate of only 0.5(1)%.

We performed similar experiments with the ⟦7, 1, 3⟧ Steane code43,44. 
The estimated error rate for those experiments was comparable with 
the C12 results without post-selection, but even when using an aggressive 
post-selection strategy of rejecting all non-trivial syndromes, the Ste-
ane code achieves an error rate 4× higher than C12 while rejecting more 
than 10× as many runs (see Supplementary Information for details).

Repeated quantum error correction
To enable deeper fault-tolerant quantum computation, quantum error 
correction must be applied repeatedly during computation while 
maintaining low logical error rates, as in ref. 45. Although a scalable 
fault-tolerant quantum processor requires subthreshold demonstra-
tions for a universal set of logical gates and sufficiently high code dis-
tance (or, equivalently, concatenation level), even some non-trivial 
circuit that demonstrates improved error rates when encoded over its 
physical circuit counterpart has not been previously demonstrated.  
We consider encoded operations implemented through logical one-bit 
teleportations using the C12 code and show that their error rates can 
be substantially reduced through repeated quantum error correction.

By modifying the resource state used in the 1-bit teleportation, 
we can implement X rotations or Z rotations in the Clifford group by 
means of teleportation while at the same time extracting syndrome 

information36. Moreover, several permutations of physical qubits within 
a block of C12 correspond to logical two-body operations, so any logical 
circuit generated by CNOTs on two qubits can be obtained through a 
physical permutation46,47. Because we do not modify the resource state, 
the composition of CNOTs serves as a representative physical circuit 
baseline. We compare each round of syndrome extraction against the 
sequential composition of two physical CNOTs acting on two physical 
qubits and refer to it as the CNOT baseline, illustrated in Fig. 1.

Another baseline is the physical implementation of 1-bit telepor-
tations. Syndrome extraction is a logical realization of 1-bit telepor-
tations, so if the logical circuit cannot outperform physical 1-bit 
teleportations, it will not be able to outperform any of the logical 
circuits described. Similar to the previous baseline, we compare each 
round of syndrome extraction against two rounds of 1-bit teleporta-
tion on two physical qubits and refer to it as the teleportation baseline, 
illustrated in Fig. 1.

The observed error rates for C12, the physical baselines and repeated 
error correction are summarized in Fig. 1. The error rate is reduced by 
more than an order of magnitude for a single round of error correction, 
with a logical error rate of 0.01 %−0.01

+0.06 , as compared with the physical 
baselines of 0.40(3)% (CNOTs) and 0.86(9)% (teleportations). This 
suggests error rate improvements as high as 40× after a single round 
of error correction; this separation remains large even after ten repeti-
tions of the error correction circuit. The desired linear trend for a small 
number of rounds is apparent, and even given uncertainties for each 
observed error rate per round, repeated error correction leads to error 
rates much lower than the physical baselines. To determine a proxy for 
the error rate associated with each repetition of the error correction 
circuit, we calculate the incremental error rate, from linear fits to the 
experimental data as a function of the number of rounds for each circuit 
family, as depicted in Fig. 1b. The linear fit indicates that repeated error 
correction with C12 has an error rate more than an order of magnitude 
lower than the error rate of repeated 1-bit teleportations and nearly an 
order of magnitude lower than the error rates of two physical CNOTs. 
The incremental error rate for error correction is 0.006 %−0.006

+0.031 , more 
than 51× better than the teleportation (0.59(6)%) and CNOT (0.37(2)%) 
baselines.

For repeated error correction experiments with the tesseract code, 
we compare to physical 1-bit teleportations with two physical qubits 
(four data plus two ancilla), with the data initialized to |+0 +0⟩. Unlike 
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Fig. 2 | Improvements with the tesseract code. Computing fault-tolerantly on 
data encoded with the tesseract code improves error rates by at least an order of 
magnitude over baseline, unencoded circuits. We consider three experiments 
preparing graph states on 4, 8 or 12 qubits and measure several observables that 

have deterministic outcomes in the absence of errors—any deviation from  
the expected behaviour is classified as an error. The reported error rates are 
averaged over various measurement settings.
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the C12 experiments, this allows sensitivity analysis of both X and Z 
errors in the same experiment. The teleportation is constructed so 
that the data cycles through each of the six qubits, mimicking logical 
circuit syndrome extraction done by using the gauge qubits as ancillas 
and resetting the two gauge qubits after every syndrome round. After 
five repeated error corrections on a single tesseract block, we observe 
an error rate of 0.11 %−0.09

+0.21  and a physical baseline error rate of 2.7(4)%. 
The same experiment on two blocks of the tesseract code shows an 
error rate of 0.7 %−0.4

+0.7 , with the physical baseline error rate of 5.6(6)%. 
If qubit transport and other scheduling constraints in the ion-trap 
hardware were negligible, we would expect the error rate to double 
when using double the number of code blocks. The observed 6–7× 
increase in logical error rate is an indication that such constraints are 
not entirely negligible, and further customizations of the protocols 
for the hardware may lead to more improvements. Despite this degra-
dation, in both cases, the logical experiments demonstrate much lower 
error rates than the physical circuit baselines and are consistent with 
simulations for larger numbers of error correction rounds (Supple-
mentary Information).

An even more demanding baseline is to compare the observed incre-
mental error rates against the physical memory error rates. For the 
H2 processor with 32 qubits, the average per qubit memory error 
accumulated during a round of gates (rearrange the ion chain, perform 
single-qubit gates on all 32 qubits and two-qubit gates on randomly 
chosen 16 qubit pairs) is 0.022(3)% per qubit and higher for the 56-qubit 
setting10 (it should be noted that, without qubit rearrangements, the 
same experiment is able to achieve single-qubit randomized bench-
marking error rates of 0.0029(4)%; however, such error rates are not 
representative of the idle error rates observed in computation, because 
any computation that involves operations across several qubits 
requires transport of all qubits). By contrast, our demonstrations 
result in incremental (per-round) error rates per logical qubit of 

0.003 %−0.003
+0.015  for C12 and 0.004 %−0.003

+0.009  for the tesseract code. Despite 
very different approaches to syndrome extraction, both codes dem-
onstrate more than an order of magnitude better logical error rates 
than the average rearrangement memory error at the physical level.

Clifford group computation for graph state preparation
With gains in repeated error correction, we consider more complex 
fault-tolerant computation. Because the tesseract code allows more 
logical qubits in the trapped-ion processor, we use it to demonstrate 
computation and verification of complex entangled states, called graph 
states48. Despite their complexity, graph states can be computed using 
Clifford operations and serve as a valuable benchmark for logical Clif-
ford computation and entangling operations. We demonstrate four 
graph state computations: Path-4, Cube-8 and Cat-12, each correspond-
ing to different graph connectivity; the results are summarized in Fig. 2 
(details of the logical circuit implementations are in the Supplementary 
Information).

The Path-4 experiment demonstrates an encoded, logical CNOT 
gate between two logical qubits in the same code block. For codes 
encoding more than one qubit per block, targeted operations within 
the block are usually much more difficult than applying the same oper-
ation to every encoded qubit. A common technique, from ref. 49, is 
to teleport the encoded qubits of interest into their own, otherwise 
empty, code blocks, so that they can be addressed separately—but this 
wastes the high rate capability of the code. Targeted internal opera-
tions without overhead is an important advantage of the tesseract  
scheme.

Here we treat the fault-tolerant modules of the tesseract code as 
building blocks to get the desired encoded circuit (see Supplementary 
Information for details). Had we simply wanted to prepare the encoded 
graph state with as high fidelity as possible, it is likely that a specially 
tailored encoding circuit could perform better (we took this for the 
C12 experiments with Bell state preparation). However, given efficient 
syndrome extraction circuits for the tesseract code, we instead com-
bine logical operations with error correction to enable more general 
circuit constructions.

The baseline Path-4 experiment uses three CNOT gates, whereas 
the logical experiment uses a single encoded CNOT gate (two of the 
encoded CNOT gates are essentially free by permuting physical qubits) 
(permuting qubits is an easy operation for the ion-trap hardware). 
This leads to a 15× improvement in error rate over the corresponding 
physical baseline.

The Cube-8 experiment is a deeper logical circuit on more qubits and 
error correction between the logical operations is essential. Computing 
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the cube graph state is a challenge and requires more CNOT gates (12) 
than any other bipartite eight-qubit graph state50. The encoded circuit 
involves three rounds of transversal CNOT gates, between two code 
blocks, with two rounds of error correction on each code block. Despite 
this much greater complexity, our fault-tolerant error correction con-
structions enable 11× improvement over the physical baseline. Without 
error correction, single faults cause logical errors—for example, an X 
error on the control code block could spread to a weight-three X error 
on the target block—and in simulations, the circuit is overwhelmed by 
noise. To our knowledge, this is the first demonstration to combine 
fault-tolerant error correction and computation to reduce logical error 
rates.

Although Cat-12 involves more qubits, the computation is shallower 
and locally equivalent to computing a star graph state. We demonstrate 
an improvement of 22× over the physical baseline.

Outlook
Achieving practical quantum applications requires error correction 
to reduce error rates far below physical implementations. We dem-
onstrate logical operations with error rates tens to hundreds times 
lower than physical baselines on a trapped-ion processor, with per-
formance maintained across several repetitions and scaling that sug-
gests similar improvements in larger systems. Using the ⟦12, 2, 4⟧ C12 
code, we implement up to ten rounds of error correction and demon-
strate fault-tolerant computation across up to 12 logical qubits using  
the ⟦16, 6, 4⟧ tesseract subsystem colour code. Both protocols achieve 
high encoding rates with compact circuits, indicating a path towards 
scalable fault-tolerant computation and highlighting opportunities to 
understand the factors driving their relative performance.

Our results show that quantum error correction with present 
quantum processors already reduces error rates in small circuits. We 
expect larger logical circuits to be feasible with greater parallelism and 
improved control. Such demonstrations must combine repeated error 
correction with real-time decoding and feed-forward to further enhance 
fault tolerance. Future work aims to develop richer fault-tolerant logi-
cal gadgets and ultimately enable universal fault-tolerant quantum 
computation with substantially lower logical error rates.
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Methods

Hardware platform
All reported demonstrations were performed on Quantinuum’s H2 
trapped-ion processor, except Path-4 experiments, which were per-
formed on the H1 processor. These devices were recently described 
in refs. 9,10.

H1 and H2 are shuttling-based trapped-ion QCCD devices34,35. They 
have all of the necessary ingredients for state-of-the-art quantum error 
correction experiments: high-fidelity state preparation and measure-
ment (SPAM) with an error rate of 0.147(9)%, two-qubit gates with an 
error rate of 0.157(5)%, long-range connectivity (a key enabler for some 
of the circuits described) and mid-circuit measurement and reset with 
crosstalk errors ≤2 × 10−5.

Time spent shuttling and cooling ions between gates can lead to 
memory error, especially in error correction circuits with some qubits 
idling for extended times21. Effective memory errors in H2 were reported 
in refs. 9,10 for circuits with random connectivity; circuits here are 
highly structured, leading to more coherent accumulation of noise, 
which is difficult to model accurately. As mitigation, we: (1) modified 
optimization of transport operations in the compiler and (2) incorpo-
rated dynamical decoupling pulses into compiled circuits.

For the first optimization, we developed a cost function that better 
accounts for gate time relative to qubit rearrangement time to find the 
optimal qubit assignments and transport routing and ran the optimizer 
longer than for commercial operation. The net result is more parallel 
gate execution at the expense of slightly less optimal rearrangement. 
This optimization approximately reduced syndrome extraction time 
by 15%, substantially reducing memory errors.

For the second optimization, dynamical decoupling pulses were 
opportunistically inserted into the compiler’s output, which contains 
scheduling information for transport and quantum operations, with-
out rescheduling operations or adding transport. These pulses help 
mitigate coherent memory error, which can dominate for long idling 
periods (greater than about 100 ms) but probably do little to mitigate 
incoherent memory error, which accumulates approximately linearly 
in time; we observed the probability of incoherent errors to be 2 × 10−4 
on the timescale of 50 ms (refs. 9,10).

The H2 processor is commercially available through Quantinuum52 
and Azure Quantum53. All C12 experiments were submitted through 
Azure Quantum using the Quantum Intermediate Representation 
(QIR)54. The transport optimization is part of the compiler and applied 
to all H2 circuit submissions; dynamical decoupling is not yet avail-
able to most H2 users. For the repeated error correction circuits, the 
observed post-selection rejection rates for the complete circuits 
improved by 2×.

Hardware error model
The dominant source of error in H2 is dephasing during ion chain trans-
port9,10. This is referred to as quadratic dephasing and is not Markovian; 
it contains both low-frequency as well as coherent character. Using the 
full-state simulation for the 32-qubit H2 system, we determined, in the 
absence of dynamical decoupling, all other sources of error to have 
minimal impact on the performance at the logical error rates for C12. 
In this particular setting, the logical performance was only marginally 
superior to the physical baselines, as apparent in ref. 55.

As indicated above, quadratic dephasing can be mitigated by reduc-
ing idling time, applying decoupling strategies and improving physical 
sources of dephasing in hardware. Independently, the error correction 
circuits were optimized to reduce idling and overall circuit volume, 
reducing the number of circuit locations in which errors may be intro-
duced (although this optimization was done without awareness of 
scheduling and transport details). These approaches were combined 
to achieve the results described. Using the revised compilation strate-
gies and hardware error model, simulations of these optimized circuits 

indicate that the impact of quadratic dephasing on the C12 experiments 
was reduced to be on par with entangling gate errors and overall logical 
error rates were greatly improved as presented.

Criterion for benchmarks
Although theoretical notions of fault tolerance for quantum circuits 
at scale are well established3–7, we must be precise about requirements 
for a demonstration of fault tolerance in a small experiment. Our 
approach largely builds on Gottesman’s proposal in ref. 45. Namely, 
we benchmark complete quantum circuits (circuits that prepare 
qubits in a fixed state, perform a sequence of gates and measure one 
or more qubits to yield classical output bits) and contrast the error 
rates of the entire classical outputs of these circuits, unless otherwise  
specified.

C12 decoding
All C12 experiments use a lookup table decoding strategy. The lookup 
table is constructed by first choosing a sequence of Pauli errors and 
then running Algorithm 1. For C12, we use two different sequences of 
12-qubit Pauli errors: errors of CSS weight at most one and errors of 
CSS weight at most two. CSS weight is calculated by representing the 
Pauli as an X bitstring and a Z bitstring and then taking the maximum 
Hamming weight of the two. Errors of CSS weight at most one each have 
a unique syndrome, whereas some distinct and inequivalent errors of 
CSS weight two have the same syndrome. In the event of a collision on 
Algorithm 1, the recovery is ambiguous and the table entry is marked 
for removal.

Given a lookup table, outcomes from an experiment are decoded 
according to Algorithm 2. The outcome bitstring is partitioned on 
Algorithm 2 according to the circuit. Pre-selection measurements 
are included in O0, whereas syndrome and logical measurements are 
included in O1,…, On. The lookup table is then used to track a Pauli frame 
that flips logical outcomes as appropriate on Algorithm 2.

Algorithm 1. Lookup table construction
Require: a sequence of Pauli errors E, stabilizer generators G.
1: Let σ(e) be the syndrome of e given generators G.
2: Initialize an empty table T.
3: Sort E by ascending weight.
4: for e ∈ E do
5: if σ(e) ∉ T then
6: T [σ(e)] ← e
7: else if weight(T [σ(e)]) = weight(e) then
8: T [σ(e)] ← ∅
9: end if
10: end for
11: Remove all entries e from T for which T [e] = ∅.
12: return T

Algorithm 2. Outcome decoding
Require: binary outcome vector O, table T, Pauli observables M.
1: Partition O into bitstrings O0, O1,…, On.
2: if weight(O0) > 0 then
3: return “pre-reject”
4: end if
5: Pauli frame f ← I.
6: for o in O1,…, On do
7: σ ← syndrome corresponding to o
8: if σ ∉ T then
9: return “post-reject”
10: else
11: f ← f ⋅ T [σ]
12: end if
13: end for
14: for m ∈ M do



15: Output support(m) ⋅ On ⊕ [m, f]
16: end for

Tesseract decoding
Tesseract experiments are decoded by making use of the code’s geo-
metric structure. Syndrome measurement correspond to rows and 
columns of the code. Roughly, consecutive pairs of row–column 
measurements can be used to find intersections corresponding to 
errors (see Algorithm 3). Decoding proceeds in a rolling (or windowed) 
fashion, with the previous set of row (column) measurements acting 
as a ‘biangulation’ flag for the subsequent column (row). The X and  
Z measurements are treated independently.

One complication is that the weight-four measurements can intro-
duce correlated (weight-two) errors on the code block. This condition, 
however, is identified by the presence of a flag from the previous row or 
column round. Algorithm 4 describes the decoding of a round of col-
umn measurements. The correlated errors are handled in Algorithm 4.  
Row decoding is analogous. Details and examples are in the Supple-
mentary Information.

Algorithm 3. Tesseract decoding
Require: binary outcome vector O, Pauli observables M.
1: Partition O into bitstrings O0, OX1, OZ1,…, OXn, OZn.
2: if weight(O0) > 0 then
3: return “pre-reject”
4: end if
5: Flags fX, fZ ← −1, −1.
6: Frames r r, ← 0

→
, 0

→
X Z .

7: for b, i in [X, Z] × [1, n] do
8: o ← row/column outcomes corresponding to Obi and frame rb

9: r f′, ←b b  decode o with flag fb

10: if r ′∈b  {“pre-reject”, “post-reject”} then
11: return r ′b
12: end if
13: r r r← ⊕ ′b b b
14: end for
15: for m ∈ M do
16: b ← X or Z according to m
17: Output support(m) ⋅ (On ⊕ rb)
18: end for

Algorithm 4. Tesseract column decoding
Require: binary outcome vector o, flag index f ∈ {−1, 0, 1, 2, 3}.
1: r ← 0

→

2: if sum(o) < 2 then
3: c ← index of the first 1 in o
4: else
5: c ← index of the first 0 in o
6: end if
7: if f = −1 then
8: if sum(o) = 2 then
9: return “post-reject”
10: end if
11: g ← c
12: else
13: g ← −1
14: if sum(o) ∈ {1, 3} then
15: r[4f + c] ← r[4f + c] ⊕ 1
16: else if sum(o) = 2 then
17: if o ∈ {[0, 0, 1, 1], [1, 1, 0, 0]} then
18: r[4f] ← r[4f] ⊕ 1
19: r[4f + 1] ← r[4f + 1] ⊕ 1
20: else
21: return “post-reject”
22: end if

23: end if
24: end if
25: return r, g

Statistical analysis and error bars
Error bars for failure rates are computed by assuming that each experi-
mental run of a particular circuit is an independent and identically 
distributed Bernoulli trial, so that the total count of failures given the 
number of trials is binomially distributed. Because the binomial distri-
bution has the beta distribution as a conjugate prior distribution of the 
binomial parameter 0 ≤ p ≤ 1, we estimate the error bars by updating a 
beta prior with the outcome of the experiments.

More precisely, taking the prior distribution 

p α β~ Beta( , ), (1)

 the posterior distribution after running N experiments with F failures is 

p α β~ Beta( + F, + N − F), (2)

 by applying Bayes’ theorem to update our belief about the parameter 
p. We take ( )α β( , ) = ,1

2
1
2

, known as Jeffreys’ prior. This approach is 
closely related to two-sided Clopper–Pearson confidence intervals for 
binomial proportion56.

Throughout, the point estimates we report are the medians of the 
posteriors, whereas the error bars correspond to the 2.5% and the 97.5% 
of the posteriors, yielding a 95% credible interval. Following standard 
practice57, we set significant digits for these estimates based on the most 
significant digit of the lower bound of the credible interval.

These estimates are conservative, in that they are generally biased 
away from 0 and 1. Notably, even if no failures are detected, the median 
of the posterior will be non-zero, so that our point estimates for the 
error probability are never 0. The upper bound of the credible interval 
is marginally more conservative than the maximum risk 95% confidence 
‘rule of 3’ estimate used in the medical and engineering fields58,59.

The linear fits depicted in Fig. 1 are estimated by resampling from the 
beta-distributed posterior corresponding to the post-acceptance and 
error counts and then performing a maximum likelihood fitting of the 
linear model parameters. The likelihood is given by the joint probability 
density function of the observations, which consists of the product of 
the beta-distributed posteriors as outlined.

Data availability
The data from the experimental runs are available on request.

Code availability
The quantum circuits used in these experiments are available on 
request.
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